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Abstract--In this paper, we present issues associated with 
hardware and compiler to exploit instruction level parallelism. In 
this reference the solutions related to balanced scheduling have been 
presented. The comparison of balanced scheduler and traditional 
scheduler has also been discussed. The balanced scheduling with 
three compiler optimizations is very helpful to increase ILP speedup 
with respect to loop unrolling, trace scheduling and cache locality 
analysis. Loop unrolling and trace scheduling increase ILP by giving 
the scheduler a large space of instructions from which to select. The 
cache locality analysis, in other way, utilizes the amount of ILP 
available more efficiently. By loop unrolling, the compiler can 
generate more ILP by duplication of iterations in multiple to the 
unrolling factor. The balanced scheduler can increase its advantages 
over the traditional scheduler in the cases when more ILP is 
available. We have shown how loop unrolling, trace scheduling and 
cache locality analysis in association with balanced scheduling can 
interlock the cycles by reducing them upto 5%. The same thing over 
the traditional scheduler can reduce cycles not less than 15%. 
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I. INTRODUCTION 
OR optimization purpose the compiler decides which 
operation to go to each instruction (scheduling). All 

operations that are supposed to begin at the same time are 
packaged into a single VLIW instruction. This needs a 
powerful compiler. There is need to increase code size arising 
from aggressive scheduling policies, Larger memory 
bandwidth and register-file bandwidth. 

To exploit ILP (Instruction Level parallelism) the role of 
compiler and Computer Architecture is very important. The 
compiler identifies the parallelism in the program and 
communicates it to the hardware (through dependences 
between operations) [1]. Compiler may re-order instructions 
to facilitate the task of hardware to extract the parallelism. 
The hardware determines at run-time when each operation is 
independent from others and perform scheduling, and there is 
no scanning of the sequential program to determine 
dependences.  

To achieve the high degree of ILP, it is necessary to 
execute the instruction at earliest possible time. The 
execution of instruction at earliest possible time is subject to 
availability of input operands and functional units.  
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The compiler may additionally specify on which functional 
unit and in which cycle, an operation is executed. The 
instruction level parallelism is in practice since 1970 and 
became a much more significant force in computer design by 
1980s.  

In ILP Architectures [2] the information embedded in the 
program pertaining to available parallelism between 
instructions and operations in the program has speed up the 
execution. 

ILP is seen as architectural and compiler technique that 
allows the overlap of individual machine operations like add, 
mul, load, store, etc. The aim behind ILP is speed up the 
execution without rewriting the application.  

The ILP at compiler level is static and at hardware level it 
is dynamic [3]. The hardware exhaustive ILP dominates 
desktops and server markets, while compiler exhaustive ILP 
approaches more likely seen in embedded systems.  

Since it matters how much scope of ILP is available in the 
program. The balanced scheduling can perform in better way 
when there is more availability of parallelism. The balanced  
scheduling has three major advantages [4] over the traditional 
scheduling – hiding more latency for loads to provide more 
parallelism, distribution of load level parallelism across all 
the loads, and produce schedules independent of memory 
management. 

II. RELATED WORK 
 

The fundamental work on balanced scheduling [4], which 
compared it to the traditional approach and without ILP-
enhancing optimizations, relied on a stochastic model to 
simulate cache behavior and network congestion. This work 
included load latencies for a single-level cache hierarchy, but 
assumed single-cycle execution for all other multi-cycle 
instructions, and modeled an instruction cache that always hit 
and an ideal, pipelined floating point unit.  

By examining the effects of balanced scheduling [5] 
independent of the particular latencies of other multi-cycle 
instructions, the simple model allowed for understanding the 
act of dividing into branches of changing just one aspect of 
code scheduling. However, executions on a realistic 
processor and memory architecture are needed to see how 
well balanced scheduling will perform in practice.  

Real machines have longer load latencies [6] (i.e., more 
cycles), both because of their more complete memory system 
and their faster processor cycle time, relative to the memory 
system; they also execute instructions that require multiple, 
fixed  latencies.  
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The contrast between ILP and parallel processing has been 
a topic of discussion for researchers. The ILP is transparent to 
the user while parallel processing not. In parallel processing 
[7] separate processors getting separate chunks of the 
program and several processors are programmed to do so. 
Instruction-level parallel processing (ILP) has established 
itself as the only viable  approach for achieving the goal of 
providing continuously increasing performance without 
having to fundamentally re-write the application. 

The code generation for parallel register share architecture 
involves some issues that are not present in sequential code 
compilation and is inherently complex. To resolve such 
issues, a consistency contract between the code and the 
machine can be defined and a compiler is required to preserve 
the contract during the transformation of code. [8] has 
proposed a Parallel Register Sharing Architecture for Code 
Compilation.  

The navigation bandwidth of prediction mechanism 
depends upon the degree of ILP. It can be increased by 
increasing control flow prediction at compile time. [9] has 
presented the Role of multiblocks in Control Flow Prediction 
(CFP) using Parallel Register Sharing Architecture. 

The degree of ILP can be increased on increase of control 
flow prediction. By this the size of initiation is increased that 
permit the overlapped execution of multiple independent flow 
of control.  [10] presented Control Flow Prediction through 
Multiblock Formation in Parallel Register Sharing 
Architecture. 

Appel described an algorithm [11] that ignores the 
constraints and capable enough to find an optimal schedule 
for data dependence constraints. This algorithm seeks for 
opportunities for ILP. 

III. SCHEDULING 

A. Static and Dynamic Scheduling 
The static scheduling [12] is boosted by parallel code 

optimization which is done by the compiler. The processor 
receives dependency-free and optimized code for parallel 
execution.  

The dynamic Scheduling [13] without static parallel code 
optimization is done by the processor. In this scheduling, the 
code is not optimized for parallel execution. The processor 
detects and resolves dependencies on its own.  

B. Balanced Scheduling 
Balanced scheduling utilizes load-level parallelism to hide 

the longer load latencies exposed by non-blocking processors. 
By applying techniques to increase load-level parallelism, the 
balanced scheduler should be able to generate schedules that 
are even more tolerant of uncertain memory latency.  

Balanced scheduling is the technique that can generate 
schedules adapting more readily to the uncertainties in 
memory latency. Balanced scheduling schedules instructions 
based on an estimate of the amount of instruction-level 
parallelism in the program. Balanced scheduling can hide 
variations in memory latencies more effectively. Since its 

success depends on the amount of instruction-level 
parallelism in the code, balanced scheduling performs better 
when more parallelism is available. The balanced scheduling 
can be combined with three compiler optimizations that 
increase  instruction-level parallelism:  

 loop unrolling,  
 trace scheduling, and  
 cache locality analysis. 

 

Loop Unrolling - Loop unrolling generates more 
instruction-level parallelism by duplicating loop iterations a 
number of times equal to the unrolling factor. The technique 
increases basic block size by eliminating branch overhead 
instructions for all iterations except the last. Consequently, 
more instructions are available to hide load latencies and 
more flexibility is offered to the scheduler.  

Loop unrolling increases the size of basic blocks by 
duplicating iterations a number of times equal to the unrolling 
factor. It contributes to increased performance in two ways. 
First, by creating multiple copies of the loop body, it reduces 
conditional branch and loop indexing overhead from all 
except the last copy. Second, the consequent increase in the 
size of the basic block exposes more instruction-level 
parallelism, thereby providing more opportunities for code 
scheduling. 

Loop unrolling can have limited benefit when applied to 
loops with internal branches, because in the unrolled loop 
body, the internal branches limit the expansion of basic block 
size. However, unrolling these loops can be more beneficial, 
when trace scheduling is also applied, because of its ability to 
schedule beyond basic block boundaries. 

 
Trace Scheduling - It is an optimization technique that has 

been widely used for VLIW [14], superscalar, and pipelined 
processors. It selects a sequence of basic blocks as a trace and 
schedules the operations from the trace together. The 
capability for extracting more ILP increases machine fetch 
bandwidth by storing logically consecutive blocks in 
physically contiguous cache location.  

Trace scheduling can be implemented by hardware or 
software. Trace Scheduling in hardware technique makes use 
of a large amount of information in dynamic execution to 
format traces dynamically and schedule the instructions in 
trace more efficiently. Since the dependency and memory 
access addresses have been solved in dynamic execution, 
instructions in trace can be reordered more easily and 
efficiently.  

Trace schedules instructions using traditional compiler 
scheduling and optimization technique. It faces some 
difficulties like code explosion and exception handling. Trace 
scheduling increases the amount of instruction-level 
parallelism by permitting instruction scheduling beyond basic 
blocks. It does this by assigning expected execution 
frequencies to edges of the control flow graph, and 
optimizing the schedules along the execution paths with the 
highest frequencies.  
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Trace scheduling enables more aggressive scheduling by 
permitting code motion across basic block boundaries. 
Guided by estimated or profiled execution frequencies for 
each basic block, it creates traces of paths through each 
procedure. The trace scheduler then picks a trace, in order of 
decreasing execution frequencies, and schedules the basic 
blocks in the trace as if they were a single basic block. Code 
motion takes into account the effects of scheduling 
instructions across conditional jumps (splits) and merges 
(joins), following specific rules when instructions must be 
copied or movement decided.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Fig. 1. Illustration of trace scheduling 
 

The final schedule effectively combines into a single block 
what would have been multiple basic blocks if generated by a 
traditional scheduler. Figure 1 illustrates a simple example of 
trace scheduling. The trace scheduler identifies basic blocks 
a, b, d, and e as a single trace (trace A), and block c forms its 
own trace (trace B). Assume that trace A is scheduled first 
and therefore is known as the on-trace path (trace B is the off-
trace path). Trace A is viewed by the scheduler as a single 
basic block: it uses traditional basic block code motion, as 
long as data dependences are maintained.  

Cache Locality Analysis - The third optimization, locality 
analysis, identifies potential temporal and spatial reuse in 
array accesses within a loop and transforms the code to 
exploit it. When used in conjunction with balanced 
scheduling, it enables load instructions to be selectively 
balanced scheduled. 

IV. EXPERIMENTAL SETUP 
We conducted optimization for loop unrolling, trace 

scheduling and cache locality analysis with the help of 
trimaran simulator [15]. We compared its effect relative to 
the traditional approach for scheduling. For our experiments, 
we assumed single instruction issue as we want to see 
balanced scheduling ability to exploit parallelism. 

By applying unrolling factor of 4 and 8, we conducted 
experiments by taking 17 benchmarks using trimaran 
simulator. We found that loop unrolling improved the 

performance of all balanced scheduling programs. The 
experiments conducted for total cycles, dynamic instruction 
count and load interlock cycles with three unrolling factors – 
(i) no loop unrolling, (ii) loop unrolling by 4, (iii) loop 
unrolling by 8. Table 1 shows that the average speedup is 
1.20. Loop unrolling by factor of 8 produced additional 
benefit 1.32 relative to no loop unrolling. 

 
TABLE I 

 TOTAL CYCLES SPEEDUP SUMMARY 
Name of 

Benchmark 
Total cycles speedup/  
(unrolling factor)  
No loop 

unrolling 
(Millions) 

Unrollin
g factor 4 

Unrolli
ng factor 
8 

SPEC 17524 1.31 1.53 
JetBench 4290 1.04 1.07 
CloudSuite 1042 1.31 1.36 
Bitarray 23430 1.12 1.09 
Bitcnt 1305 1.31 1.21 
Cjpeg 3722 1.27 1.32 
Jcapistd 8108 1.24 1.26 
Rdbmp 23045 1.38 1.91 
Rdgif 1892 1.04 1.82 
Wrbmp 23050 1.18 0.98 
Wrppm 12945 1.53 1.35 
correct 5004 1.05 1.76 
dump 8289 1.01 1.02 
hash 44329 1.02 1.01 
gsmdecode 8324 1.1 1.05 
gsmencode 20562 1.23 1.22 
tomcatv 1904 1.29 1.45 
Average Results 12280 1.20 1.32 

 
Table II shows the summary of experiments for percentage 

decrease in dynamic instruction count. The average 
performance result was achieved 10.99% (for  loop unrolling 
factor 4) and 14.01% (for  loop unrolling factor 8). 

 
TABLE II.  

PERCENTAGE DECREASE DYNAMIC INSTRUCTION COUNT 
Name of 

Benchmark 
Dynamic Instruction Count % decrease / 

(unrolling factor) 
No loop 

unrolling 
(Millions) 

Unrollin
g factor 4 

Unrollin
g factor 8 

SPEC 7703 12.40% 13.99% 
JetBench 3620 0.12% 1.41% 
CloudSuite 752 12.94% 15.02% 
bitarray 15286 7.45% 12.00% 
bitcnt 1159 16.04% 17.99% 
cjpeg 2572 16.98% 12.95% 
jcapistd 5303 35.78% 41.04% 
rdbmp 8438 21.53% 25.00% 
rdgif 1136 4.69% 04.05% 
wrbmp 15739 16.47% 32.04% 
wrppm 7334 21.04% 25.77% 
correct 3284 0.51% 0.62% 
dump 4936 0.02% 0.01% 
hash 24042 3.56% 3.92% 
gsmdecode 6038 4.86% 9.45% 
gsmencode 13729 0.39% 11.0% 
tomcatv 1243 11.98% 11.87% 
Average Results 7194.94 10.99% 14.01% 

 

a 

b 

d 

e 

c 
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Table III shows the summary of experiments for 
percentage decrease in load interlock cycles. The average 
performance result was achieved 22.81% (for  loop unrolling 
factor 4) and 26.11% (for  loop unrolling factor 8). 

 
TABLE III 

LOAD INTERLOCK CYCLES % DECREASE 
Name of 

Benchmark 
Load Interlock Cycles % decrease 

(unrolling factor) 
No loop 

unrolling 
(Millions) 

Unrollin
g factor 4 

Unrollin
g factor 8 

SPEC 32.71 35.23% 20.44% 
JetBench 50.34 27.35% 19.46% 
CloudSuite 18.97 56.85% 72.61% 
bitarray 180.43 10.68% 0.81% 
bitcnt 31.65 34.45% 21.56% 
cjpeg 140.56 54.76% 55.81% 
jcapistd 704.34 12.48% 11.04% 
rdbmp 1596.4 56.98% 59.34% 
rdgif 49.45 0.46% 6.44% 
wrbmp 142.40 0.43% 0.16% 
wrppm 510.23 67.02% 61.44% 
correct 134.30 3.06% 2.18% 
dump 0.01 0.02% 0.01% 
hash 11283.3 1.49% 0.23% 
gsmdecode 295.66 4.75% 28.0% 
gsmencode 3560.2 1.28% 80.46% 
tomcatv 264.6 20.44% 3.92% 
Average Results 1117.38 22.81% 26.11% 

 
Table IV shows summary of experiments of comparison 

between balanced scheduling and traditional scheduling for 
loop unrolling.   

 
TABLE IV 

BALANCED SCHEDULING VS. TRADITIONAL SCHEDULING FOR LOOP 
UNROLLING 

Name of 
Benchmark 

Balanced Scheduling 
Vs. Traditional 
Scheduling  

(unrolling factor) 

Reduction in Load 
Interlock Cycles (in %) 

(unrolling factor) 

No 4 8 No 4 8 
SPEC 1.32 1.51 1.80 53.1% 66.2% 78.0% 
JetBench 1.02 1.00 1.10 75.2% 80.3% 78.4% 

CloudSuite 0.88 0.93 0.95 33.8% 82.8% 80.2% 
Bitarray 0.95 0.98 0.98 65.1% 70.3% 66.1% 
Bitcnt 0.97 1.02 0.96 6.90% 35.8% 33.8% 
Cjpeg 0.93 0.94 0.98 50.8% 77.9% 79.6% 
Jcapistd 1.18 0.98 0.97 14.0% 3.12% 3.80% 
Rdbmp 1.02 1.74 1.88 72.7% 88.0% 87.9% 
Rdgif 0.96 1.01 1.02 45.0% 44.9% 46.9% 
Wrbmp 0.98 0.96 0.92 43.8% 40.0% 28.0% 
Wrppm 1.04 1.08 1.04 67.9% 87.9% 88.0% 
Correct 1.02 1.02 1.01 55.0% 56.0% 54.8% 
Dump 1.01 1.02 0.96 0.00% 0.0% 0.0% 
Hash 1.18 1.01 1.01 7.80% 8.42% 8.74% 

  gsmdecode 1.24 1.21 1.22 88.0% 89.0% 88.2% 
gsmencode 1.23 1.22 1.61 65.4% 65.9% 92.6% 

Tomcat 1.21 1.38 1.32 70.2% 74.8% 70.8% 
Average 
Results 1.07 1.12 1.16 48% 57% 58% 

 

 
 

The balanced scheduling relative to the traditional 
scheduling is increased from 1.07 (no unrolling) to 1.12 (with 
unrolling factor 4) to 1.16 (with unrolling factor 8). The 
percentage reduction in load interlock cycles was achieved 
48% (no unrolling) to 57% (with unrolling factor 4) to 58% 
(with unrolling factor 8). 

Trace scheduling exposes parallelism in unrolled loops 
containing conditional statements and sequential part of the 
code while loop unrolling is applied to increase parallelism 
within the loop bodies. This combination produces the 
balanced scheduling that executes 1.12 times faster (while 
unrolling by factor 4), 1.16 (while unrolling by factor 8) with 
comparison to balanced scheduling alone. 

Table V shows summary of experiments of speedup over 
balanced scheduling alone. Cache Locality Analysis shows a 
performance improvement of 1.157 over the balanced 
scheduling alone. Combining the cache locality analysis can 
improve the speedup with other optimizations. The results are 
shown below. In best case the average speedup achieved  is 
1.32 while unrolling by factor 8. 

 
TABLE V 

SPEEDUP OVER BALANCED SCHEDULING ALONE 
Name of 

Benchmark 
Speedup over balanced scheduling alone 

(unrolling factor) 

Trace Scheduling Cache Locality 
Analysis 

No 4 8 No 4 8 

SPEC 1.01 1.42 1.54 1.34 1.39 1.4 
JetBench 1.03 1.12 1.15 1.13 1.18 1.19 
CloudSuite 0.98 1.12 1.17 1.11 1.18 1.25 
bitarray 1.03 1.02 1.06 1.12 1.29 1.37 
bitcnt 1.02 1.43 1.62 0.94 1.14 1.15 
cjpeg 1.18 1.19 1.21 1.03 1.25 1.27 
jcapistd 1.02 1.53 1.76 1.15 1.28 1.28 
rdbmp 1.03 1.05 1.02 1.16 1.19 1.21 
rdgif 0.93 1.19 1.21 1.11 1.14 1.18 
Wrbmp 1.04 1.12 1.19 1.16 1.28 1.28 
Wrppm 0.86 0.93 0.98 1.2 1.26 1.27 
Correct 0.83 1.03 1.06 1.12 1.22 1.23 
Dump 1.09 1.17 1.2 1.09 1.26 1.29 
Hash 1.12 1.36 1.37 1.23 1.31 1.32 
gsmdecode 0.92 1.12 1.24 1.15 1.76 1.78 
gsmencode 1.12 1.16 1.18 1.19 1.32 1.38 
Tomcat 1.11 1.23 1.34 1.45 1.51 1.59 

Average Results 1.01 1.187 1.25 1.157 1.29 1.32 

V. CONCLUSION 
The balanced scheduled code consistently produces 

speedups over traditional scheduling. Its performance 
improvements stemmed from its ability to hide load 
interlocks more effectively. The traditional scheduling relies 
on a single load latency, it has no counterpart in locality 
analysis. Modern processors with lockup-free caches provide 
new opportunities for better instruction scheduling by 
exposing the variations in load latency due to the memory 
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hierarchy. Unfortunately, traditional scheduling techniques 
cannot take advantage of this opportunity, because they 
assume that load instruction weights are fixed, best-case 
latency estimates. Balanced scheduling, on the other hand, is 
able to hide variable latencies by basing load instruction 
weights on a measure of load-level parallelism in the 
program, rather than using the fixed and optimistic latency 
estimates. The balanced scheduler can increase its advantage 
over a traditional scheduler when more instruction-level 
parallelism is available.  

We evaluated all the optimizations and compared their 
effects on balanced scheduling relative to the traditional 
scheduling. The loop unrolling with factor 4 and 8 improved 
the performance of all balanced scheduled programs. The 
trace scheduling alone produced small advantage for this 
task. The cache locality analysis allowed the balanced 
scheduler to exploit the existing parallelism in more efficient 
way. 

We have seen that balance scheduling is a good choice for 
ILP optimization. While optimizing, we have shown that the 
average speed of balanced scheduled code over traditional 
scheduled code was increased from 1.05 to 1.18. The loop 
unrolling optimization with unrolling factor 4 improved the 
performance of all the balanced schedule programs by 
average speedup of 1.20. unrolling by factor 8 produces 
additional benefit 1.32 on average. 
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